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Summary

This review has three main sections and two appendices. The first main section provides an
overview of the latest stock assessment for NSW yellowtail kingfish (Seriola lalandi).

The second section provides discussions of a few technical issues relating to the assessment.
These issues do not necessarily affect the outcomes from the assessment but it is sensible to
be aware of them as they support the defense of the assessments conclusions and could be
implemented in the next iteration of the assessment once more input data is available. The
first technical issue attempts to address the issue of how to explain differences between the
outcome of previous data-poor assessments (using simple surplus production models) and the
more complex integrated age- and size-structured model used in the current stock assessment.
This is a difficult problem but one that should be addressed at some atage. This section also
includes a set of minor issues ranging from typographical issues to alternative wording for
certain sentences or phrases. Some of those should perhaps be included in the current
assessment where the current text is misleading.

The final section relates to details in the appendices. These are not unimportant additions to
the stock assessment as, in aggregate, they support the conclusions of the assessment through
increased transparency and hence repeatability. Describing why decisions were made
concerning the model structure chosen is always valuable for understanding what the model
used is doing.

Rather than concrete recommendations for future actions, an array of suggestions are made
and implied through this document. The stock assessment, as it stands, provides for a
transparent, repeatable, and defensible summary of the current stock dynamics. The
suggestions herein could be developed between now and the next iteration of the kingfish
stock assessment. There are a number of important sources of uncertainty that must be
acknowledged. Their scale is such that despite tight confidence intervals, cause doubt to be
cast on thr accuracy of the final depletion level. On the other hand, nothing in the available
data sugegsts that the spawning stock biomass is even near the limit reference point. Future
management will be difficult. It is noted that the final spike in recreational catches led to an
equivalent spike in fishing mortality (see basecase trajectory in Figure 2.1). Management of
recreaitonal catches can be difficult but will be required if catches are to be successfully
constrained into the future.
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1. Introduction

1.1 The New Stock Assessment

The latest stock assessment document, Helidoniotis et a/ (2026), was presaged by a
preliminary model description, Helidoniotis ez al (2026a), which was a technical summary of
the first stage of development of the stock assessment model used in the current assessment.
A technical review was delivered for that developmental stage (Haddon, 2026). That review
generated 11 recommendations, some of which, such as ‘consider development of a whole-
of-eastern-Australian stock model’ were only included for completeness and might only be
possible in the far future. The six most practical recommendations from that review have now
been implemented and have greatly strengthened the stock assessment (1: estuarine catches
now included, 2: explore different recreational catch scenarios, 3: document diagnostic plots
more fully, 4: use double-normal selectivity, 5: only attempt to estimate, at most, 4 out of 6
selectivity parameters, and 6: implement constant catch forward projections). One
recommendation was not practical (more ageing samples would be prohibitively expensive),
and another not possible (because there are no specific fish trap data available). The
remaining two, an alternative CPUE analysis and explore the possibility of a different
selectivity between 1980 - 1990, are reserved as future work.

The six recommendations that have been implemented involved a great deal of extra work but
have strengthened and clarified the current (new) stock assessment so that it is now well
supported and defended.

1.2 Model Sensitivities

The assumptions in the modelling are stated explicitly and, as shown in Table 7, (Helidoniotis
et al, 2026, p 16), an array of sensitivity tests were conducted to be compared with the
developed basecase assessment. These included examinations of alternative values for the
main fixed parameters, all of which can be highly influential on the outcome of any
assessment. Thus, there were scenarios with two alternative values bracketing the basecase
value for the recruitment steepness and the natural mortality, and the effect of only having
half the recreational catch in the part of the fishery where catches were reconstructed. In
addition, alternative scenarios that removed whole time series of ages, and/or size-
compositions data were considered, and which commercial fleet (north or south) was used as
a mirror for the recreational fleet. Table 11, (Helidoniotis et al, 2026, p 38), described the
outcomes from the 12 scenarios focussed upon (though many more were examined), with
only seven converging on a valid soklution and producing biologically plausible results.

The seven scenarios that were able to converge to a solution (which meant that the
uncertainty in the assessment could be characterized) all produced depletion estimates
between 0.052 - 0.067, implying that spawning biomass had declined to between 5.2 - 6.7%
of the median unfished spawning biomass estimate (B). This is a dramatic reduction on
previous stock assessments, but the array of model diagnostics applied to the basecase all
confirmed the basecase assessment was sufficiently stable and reflected the information
within the available data.



1.3 Model Diagnostics

Recent work by individuals associated with the CAPAM organisation (Www.capam.org), or
who patook in an array of CAPAM led workshops, has led to a series of recommendations on
which diagnostic tests to apply routinely to stock assessments, and this now constitutes a
move towards what is considered to be current good practice (Carvalho et al, 2021).

Further support for the assessment model’s conclusions came by testing the inputs to the
model and the basecase model’s own performance against an array of diagnostic methods.

1.3.1 CPUE standardization Fit

Tests were conducted attempting to examine how well the kingfish CPUE data fitted the
standardization model structure selected. In addition to the more usual statistical tests, already
conducted when standardizing CPUE, new tests included a ‘runs test’, which examines the
residuals for sequences of non-randomness about the predicted CPUE. Secondly, the
deviance of the predicted CPUE from the observed CPUE was characterized by calculating
the root mean squared error (RMSE) of the residuals from a simple loess curve fitted to the
data. This latter reflects The suggestion by Francis (2011, p 1132; who was following a
suggestion by Clark & Hare, 2006, p17) who propsed using the CV of the residuals of the fit
of data smoother to the abundance data (CPUE data) as a weight given to the index data.

1.3.2 Stability of Outcomes

The stability of the outcomes from the basecase analysis to different initial parameter starting
points was examined using ‘jittering’, which randomly modifies the initial parameter values
by small amounts and re-fits the model. A well structured model will converge onto the same
solution in most of these trials. In most cases the kingfish model developed an almost
identical negative log-likelihood (see Figure 26 (Helidoniotis et al, 2026, p33) but even
where the likelihoods differed somewhat the spawning biomass and depletion trajectories
remained close. The uncertainty around the biomass trajectories was greatest between 1941 -
1985, which is not unexpected when the only data available during that period were kingfish
catches, but over the period when CPUE and size-composition data were collected the
differences between the outcomes from alternative starting points was minor (see Figure 1;
Helidoniotis et al, 2026, p3).

1.3.3 Likelihood Profiles

Likelihood profiles are a standard method (although still not used enough in Australia). They
should always be provided when applying weighted maximum likelihood to fit models to
data. In the kingfish assessment, they were applied to the estimate of unfished recruitment,
Ry, to the fixed natural mortality, M, and to fixed recruitment steepness, h. Only the R,
parameter is estimated in the model fitting and that likelihood profile was coherent and
suggested the estimate of Ry was well supported by the available data. The profiles for M
and h had no smooth focus upon any one value and this confirmed that the available data had
little to no information on these parameters. Fixing these values and using sensitivity tests
rather than attempting to estimate their values was the correct decision (see figures 27, 28,
and 29, (Helidoniotis et al, 2026, p 33-34).


https://capam.org

1.3.4 Retrospective Analysis

A retrospective analysis examines the implications of sequentially removing the last few
years of data and adjusting the model’s structure where appropriate (e.g. changing the
number of recruitment deviates estimated if they overlap the removed data periods, and
altering or removing any overlapping block structures). The predictions from a well specified
model are expected to follow a very similar trajectory to that produced by the final model that
includes all the data. Five years of data were eventually removed (each is called a peel) so
there were five comparisons with the basecase (no data removed). Oddly, the retrospective
peel where the last three years of data are removed generated a very different set of dynamics
to the other four ‘peels’ (see Figure 30; Helidoniotis et al, 2026, p 35). This peel appears
anomalous because if it is caused by some quirk in the data, then that quirk should persist in
the following two peels, but in practice they behave like the earlier peels. The retro() function
within the r4ss R package does not appear capable of handling assessments that may require
two or more passes through the model fitting sequence and so it has some problems with the
kingfish data and model, which can approach the optimum slowly. A retrospective peel for
the errant example was re-run manually and found to generate biomass trajectories equivalent
to the basecase model (see the technical issues section). Hence the retrospective analysis
suggests that the model is internally consistent and adrquately structured to reflect the
available data.

1.3.5 Age-Structured Production Model

A relatively new diagnostic tool (Maunder and Piner, 2015; 2017), when exploring the
integrity of an integrated stock assessment model, is to use an Age Structured Production
Model (ASPM). As stated by Maunder and Piner (2015, p 13):

“A comparison of the results of the age-structured production model (ASPM) to those from a
model estimating the full dynamics and fitting to all the data (e.g. an integrated analysis) can
be used as a diagnostic tool. Similar to the R, profile, this diagnostic can be used to evaluate
model misspecification and the contribution of age- or size-composition data to estimates of
absolute abundance. Unlike the profile diagnostic, comparison of the ASPM also can be used
to evaluate if the catch alone (taken out of approximately the correct ages) can explain trends
in the index of abundance. When catch does explain indices with good contrast

(e.g. declining and increasing trends), it suggests that a production function is apparent in the
data, therefore providing evidence that the index is a reasonable proxy of stock trend. If catch
cannot explain the index, then either the stock is recruitment driven (or did not decline far
enough to show changes in recruitment due to the stock—recruitment relationship), the model
is incorrect, or the index of relative abundance is not proportional to abundance.”

ASPMs have a relatively long history starting in the 1990s (Francis, 1992) and can possibly
be traced back into the 1980s (De La Mare, 1989). Classically they set the selectivity equal to
the size at maturity and implement both as knife-edged and no recruitment deviates are
estimated. Traditionally, simple surplus production models (SPM) could not handle multiple
sectivity patterns across fleets. As a diagnostic in an SS3 model, the phrase “taken out of
approximately the correct ages” implies that the selectivity of the different fleets are retained
from the optimum fitting basecase, along with any selectivity time-blocks but that the effects
of any age- or size-composition data are not retained when fitting the model and neither are
recruitment deviates estimated. In the assessment document (Helidoniotis et al, 2026, p 35-
36), the ASPM, run from the SS3diags R package appears to be remarkably close to the full
integrated model. Which suggests that the catch history and the production function (see



Figure 1.2 below) are sufficient to explain stock trends and the indices are tracking a real
abundance signal.

However, it was also noted that this differed markedly from a scenario from which the age-
and size-composition data had been completely removed (rather than only having their
likelihood components being set to zero) so that only CPUE remained in the data file. The
scenario with no composition data ended with a spawning depletion level of 0.649B,, that
was considered implausible. This unexpected result receives more attention in the technical
issues section because it suggests that the ASPM recommended in the SS3diag R package is
doing something different to a more classical ASPM.

1.3.6 Comparison with Past Assessments

One major issue that has now arisen is that the previous two stock assessments (2018/19 and
2021/22) both used a form of the much simpler surplus production modelling (SPM), that
only uses catches and CPUE (these ignore age- and size-structure, there are usually no time-
blocks, no multiple fleets, no differing selectivity, no recruitment deviates). Both of those
assessments concluded that, while there was a dramatic decline through the 1980 and 1990s,
so that the stock approached the 20% limit reference point, the current biomass remained
above that reference point and could be considered sustainable (Within the SAFS framework,
see Hughes & Stewart, 2020). The most recent previous stock assessment (Hughes, 2023)
estimated the current biomass depletion level to be about 0.26B,. However, this estimate is
based on a surplus production model that fits only to CPUE and so relates to the exploitable
biomass (that is perceived by the fishing gear through the lens of gear selectivity). In
yellowtail kingfish the females mature at sizes well above the minimum legal length (83.4cm
vs MLL = 65cm) and so any estimate of exploitable biomass would always be greater than
the spawning biomass (which is what the reference points relate to). An exploitable biomass
level of 0.26 B, might well be below the limit reference point of 0.2B although that

would be hard to demonstrate analytically.

The most recent estimate of spawning biomass depletion is approximately 6%, but this was of
the spawning biomass. Nevertheless, the difference between this current stock assessment

and the previous one which reported a ‘depletion’ of 26% requires an explanation for the
current assessment to remain credible and defensible. Essentially, the question becomes: How
could these two stock assessments, only three years apart, possibly come to such different
conclusions? It is essential that some explanation for this difference is provided.

A bridging analysis is typically conducted between iterations of a stock assessment,
especially when a completely new assessment is undertaken. However, comparing a simple
surplus production model with a fully integrated stock assessment with three fleets that have
different selectivity properties across three time-blocks is no simple task.

The problem of comparing simpler assessments with more complex assessments is not
restricted to yellowtail kingfish. As more species have more complex assessment models
applied to their dynamics, if, as seems likely, the outcomes are different then methods for
comparing such differing methods will need to become available. With kingfish, the
difference between exploitable and spawning biomass may be sufficient to explain at least
some of the differences but a more complete explanation would be advantageous. Some
possibilities are discussed in the technical issues section below.



1.4 Problems for any Kingfish Assessment

The key issue with the stock assessment is well described on pages 39-40 in the stock
assessment: “Figure 34 illustrates the central challenge facing this assessment: most of the
stock depletion happened before any CPUE data existed (between 1985-1995), and this
occurred at period of highest catches (i.e catch above MSY of 502 tonnes). The absence of a
CPUE (abundance) index during this period means that the magnitude of early depletion
cannot be directly observed and must instead be inferred from catch history and biological
assumptions.” (Helidoniotis et al, 2026, p39; see also Figure 1.1).

It should be noted that the large surge in catches between about 1985 - 1995 reflected the
advent of the extensive use of fish traps, which were clearly efficient at catching kingfish
than other methods. Unfortunately, no data specific to the fish trap catches are available to
enable that part of the fishery to be appropriately characterized. At that time, fisheries
management operated through attempts to limit effort rather than catch and eventually, in
1996, fish traps were banned. Unfortunately, by then the NSW stock had already experienced
strong depletion. A major source of uncertainty in the assessment is the lack of information
concerning the selectivity of the fish traps (it is a known unknown). The assessment is left to
assume that fish traps fish in a manner equivalent to the primary fishing gear used at other
times. This leads to uncertainty because if the selectivity were different, so that it took more
smaller or larger fish), which seems highly likely, then its impact on the stock would have
been different. If, for example it selected for somewhat smaller fish then taking the same
biomass would imply that more fish were killed that currently implied.

While the basecase estimate of the maximum sustainable yield was about 502 t (MSY is a
concept to be wary of because it assumes the dynamics are in equilibrium), this is influenced
by the assumed level of recreational catch (see Figure 2, Helidoniotis et al, 2026, p5). But
because there is so little known about the recreational catches (no CPUE, and no size- or age-
composition, meaning the selectivity is unknown, the same uncertainty as with fish traps) it is
assumed to have the same effects as whichever fleet it is set to mimic. If the actual
recreational catches were either smaller or larger then the MSY estimate would alter
accordingly. The fact remains that from the 1940s to the start of the 1980s, total catches
slowly increased up towards that estimated MSY, which would have also slowly depleted the
stock to lower levels. While staying below the MSY this depletion has the effect of slowly
increasing the surplus production available to be taken in the fishery. This can be seen in one
of the diagnostic plots produced by Stock Synthesis and the R package rdss. Has depletion
occurs the sustainable catch available increases, which acts to slow depletion unless catches
keep increasing (Figure 1.2 below).
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Figure 1.1: Total catch of Kingfish (top panel) and model-fitted CPUE from 2000 onward. Copied from Helidoniotis et al,
2026, p40).

Unfortunately, if the fishery begins to take more than the MSY, then the surplus production
declines so at least some of the extra catch must come at the cost of depleting the stock
further. Below B)sy, the biomass which at equilibrium can generate the MSY, the rate of
depletion accelerates, and the stock can be damaged relatively quickly (Figure 1.2). This
appears to have happened in the NSW kingfish fishery.
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Figure 1.2: Yield curve from the basecase assessment showing the MSY and current depletion.




CPUE data forms an index of relative abundance through time, but, in the NSW kingfish
fishery, by the time it became available the stock was already depleted. As seen in Figure 1.1,
the CPUE in both the north and south changed relatively dramatically in 2009 when the
logbooks changed from monthly reporting to daily reporting (which links effort to catches far
more effectively). In the modelling, the CPUE is related to the exploitable biomass through a
constant named the ‘catchability coefficient’, which linearly relates CPUE to the biomass
(remarkably, the assessment includes a section where hyperstability of CPUE is considered,
which implies the relationship between CPUE and biomass is non-linear). The change in
CPUE recorded after 2009 is accounted for in the model by estimating separate catchability
coefficients before and after 2010. The MLL also changed in 2007 but that was accounted for
by estimating separate selectivity estimates before and after.

In Figure 1.3, after the change in the log-books from monthly to daily reporting, the apparent
jump in CPUE in the northern fishery and smaller relative drop in the southern fishery are
apparent, but across both periods, before and after 2009, and in both areas, the CPUE is
relatively flat but noisy. The lack of any longer term trend through time from 1998 - 2024
(once the change in reporting in 2009 is accounted for) seems unexpected given that catches
have been declining since about 1997 (Figure 1.1). For CPUE to provide an index of relative
abundance it should decline if catches rise, and increase if they decline. There is a slight
upward trend in the north but the uncertainty is so great any signal indicating rising biomass
would be small.
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Figure 1.3: The basecase fit to the CPUE in the north and the south. The red dots are the data points the lines with bars are
the 95% CL.




2. Technical Issues

2.1 Introduction

Most of the points raised here are in the order they arise in the assessment report
(Helidoniotis et al, 2026), although others are inserted as they were noted. These are
primarily technical in nature, and many will have no real effect on the full integrated model
outcomes but are cited here for completeness. All page numbers refer to (Helidoniotis ef al,
2026). Given the already high level of support for the model outcomes the suggestions here
need not be included in the current assessment but may be useful for the next assessment.

2.1.1 Comparison with Earlier Assessments

The basecase assessment and many of the other scenarios considered all imply that the
current spawning biomass depletion level is of the order of 5 - 6% of the unfished state
(0.055 — 0.065B,). This is in stark contrast to the previous two stock assessments, where,
for example, the 2023 assessment concluded that depletion was at 0.26B,,. The surplus
production models used in the previous two assessments ignore informative data such as the
age- and size-structure composition in the stock, it also ignores multiple fleets having
different selectivity within the fishery. Using only catches and CPUE, surplus production
models focus solely upon total exploitable biomass. This contrasts greatly with the stock
synthesis integrated assessment that follows numbers-at-size in the population and catches
fished by three fleets and converts these into spawning biomass using biological information
regarding growth, maturity, and weight-at-size. Exploitable biomass could only be
approximated in the integrated analysis (perhaps estimated at the start or end of each year)
because it uses different selectivity for each fleet. The selectivity in each case is used to
estimate the exploitable biomass available to each fleet, and because the selectiivty is
different between fleets estimating the total exploitable biomass at any one time is
problematic. For this reason, a full bridging analysis would be complex between the two
approaches.

Nevertheless, it would be possible to explore a series of age-structured production models as
an intermediary between the simple surplus production model and the full integrated analysis.
The difference observed between the ASPM, as implemented in the SS3diag R package and
the sensitivity scenario where all the age- and size-composition was removed suggests that
the ss3diag implementation is still retaining the effects of fitting to the age- and size-
composition data, despite their likelihood contributions being set = 0. An alternative manual
approach would be needed. This whole process would attempt to determine whether the
difference between the estimates of total exploitable biomass from the surplus production
model are consistent with the estimates of spawning biomass from the integrated assessment
model, multiple steps would be required.

1)Ideally, to make the comparisons between models truly comparable, the surplus
production model would be re-run using all the currently available catch and CPUE
data, making the same assumptions as used in the 2023 assessment.

2)An integrated model would need to be devised that had only one fleet, though it could
retain the time-blocks on selectivity and catchability. For kingfish this would entail
ignoring the difference between the north and south fleets as currently implemented in
the basecase. Hence one time series of CPUE would be required, as well as single
time series of size-composition and of age-composition. Once an optimum model fit
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has been obtained for this model structure it could then be converted into an ASPM
version while retaining the estimated changes to selectivity through time. All the age-
and size-composition data would need to be deleted, and the estimation of the
recruitment deviates turned off. The only parameters to be estimated would be the
log(R,) and the time-blocked catchability coefficients). Such an ASPM in SS3
would still be reporting spawning biomass. In the case of one fleet and one selectivity
(which can change through time) it would be possible to estimate the exploitable
biomass at the start or end of each year by utilizing the basic equation:

Ly
E _
By = Z w; S|N,
1=0

where Bf is the exploitable biomass in year Yy, w; is the weight-at-length vector, s; is the
selectivity-at-length, and N ,, is the numbers-at-length at the start or end of year y, all of

which can be obtained from within the SS3 outputs. These are all summed across all
length/size-classes in each year. It would only be possible to compare the exploitable biomass
from the SPM with the single fleet ASPM. Sensible estimates of exploitable biomass are not
immediately possible from the later, multiple fleet models (ASpM and the basecase) because
of the use of multiple selectivity curves.

3)The basecase integrated assessment model would need to be converted to an ASPM in
the same manner. All composition data would be removed from the data file, all
recruitment deviate estimation would be turned off and one would only fit to the
log(R,) and the time-blocked catchability coefficients across the two fleets that had
CPUE data.

4)Comparing the simple surplus production model with the both the single fleet and
multiple fleet ASPM would Illustrate the differences induced by first including age-
and size-structure into the model dynamics. Then the influence of including multiple
fleets (different selectivity for different parts of the fishery). The final comparison
between the multiple fleet ASPM (that keeps the time-blocks and two sets of
selectivity estimates), and the basecase would illustrate the expected difference
instilled by including the age- and size-composition data.

In this review, generating a new single fleet integrated model was not possible through the
raw data not being available. However, it was possible to compare the dynamics of four
scenarios: 1) the fully integrated basecase model (BC). 2) the ASPM structured according to
the SS3diags instructions, composition data retained in the data file but the likelihood
contributions of those datasets turned off (aspmSS3). 3) a more classical ASPM where the
age- and size-composition data are removed, no recruitment deviates are estimated, while
only estimating log(B,) and the catchability for each time block and each fleet (scenario
aspmnodevs). and finally 4) identical to 3) with no composition data and including the
estimation of recruitment deviates from 2000 - 2020 (aspmdevs). Strictly speaking, aspmdevs
is very close to being over-parameterized where the number of estimated parameters is close
to the number of available data points. However, this scenario was only included to illustrate
the influence of CPUE data on recdev estimation (it has only a minor influence). The
predicted dynamics of these four scenarios were compared in Figure 2.1. Clearly, BC and
aspmSS3 exhibit close similarities but differ markedly from both aspmnodevs and aspmdevs
(see Table 2.1).
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Effectively equivalent model fits to the CPUE occur despite the absolute abundance estimates
varying enormously (Figure 2.2). This emphasizes that the CPUE data is not driving the
estimate of abundance.

The overall effect is that retaining the size- and age-composition data in the data file still
alters the dynamics even when the contribution to the negative log-likelihood is set to zero.
This would appear to be against the intention of Maunder and Piner (2015) when they
proposed using an ASPM as a diagnostic. It is possible that the instructions for implementing
the ASPM within SS3 where the composition data is not deleted are not clear and some
different configuration would more effectively ignore the age- and size-composition data. In
the meantime it would be sensible to be wary of the SS3diags instructions.
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Figure 2.1: Comparison of the dynamics of the basecase (BC) with the two selectivity, three time-block ASPM, where age-
and size-composition data have been removed and recruitment deviates not estimated.

Clearly, the influence of the age- and size-composition data (primarily the size-composition
data) and, perhaps to a leser extent, the recruitment deviates, is very large on the final
outcome. The basecase ends with a depletion level of about 0.055B whereas the ASPM
ends at 0.735B, (Table 2.1). The dynamics, except for the catches, are wholly different. The
fit to the CPUE data, on the other hand, is very similar (Figure 2.2). Note that the ASPM fit
(aspmnodevs) constitutes straight lines, which reflects the fact that no recruitment deviates
are being estimated.

The fit to the CPUE is somewhat better in the ASPM than the basecase (Table 2.1).
Obviously, there are no likelihoods for the age- or size-composition data in the ASPM. All
the scenario models converged. The smaller gradient in the ASPM is not surprising as it is a
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much simpler model (although it retains the two selectivity patterns through time and time-
blocked catchability).

Overall, the ASPM analyses suggest that the CPUE has insufficient contrast to inform the
absolute abundance estimate (equivalent model fits leads to very different depletion levels).
Until more data from the fishery becomes available from lower catches, then the relationship
between the CPUE and the relative abundance will remain uncertain.

— BC

—= aspmSS3
aspmdevs

= aspmnodevs

8[0

60

north

4|0

4!
0
7
Z
|

ZII]

il I

T T T [ |
2000 2005 2010 2015 2020 2025

- BC
&1 = aspmSS3
aspmdevs

— d

VS

south
1?0
_

Nd -
=
= o - \\
‘ b
-
2000 2005 2010 2015 2020 2025

Figure 2.2: Comparison of the fit to the CPUE of the basecase (BC) with the two selectivity, three time-block ASPM, where
age- and size-composition data have been removed and recruitment deviates not estimated (nosizeage), and then when
recdevs are estimated (aspmdevs).
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Table 2.1: A comparison

BC aspmSS3 aspmdevs aspmnodevs
Depletion 0.054679 0.058035 0.705498 0.735099
Bzero 2606.160000 2630.930000 3187.310000 3261.710000
TotalL 572.411000 -36.516600 -43.132400 -41.975400
Index -41.551500 -36.516600 -43.866200 -41.975400
LengthCompL 246.720000 0.000000
AgeCompL 358.412000 0.000000
Recruit 8.822990 0.000000 0.733770 0.000000
Param_Priors 0.000000 0.000000 0.000000 0.000000
Forecast Recruitment 0.000000 0.000000 0.000000 0.000000
Maximum_Gradient 0.000686 0.000023 0.000040 0.000085

2.1.2 Sum to Zero Constraint

The sum-to-zero constraint on the recruitment deviates (the choice of do_recdev = 1 in the ctl
file) is a strong assumption in that it implies there has been no change in the recruitment
dynamics across the 85 years from 1941 to the present. This is a strong assumption given the
increase in sea temperature that has occurred across the global marine warming hot-spot that
is the east coast of Australia. Nevertheless, a variant on the provided basecase where the
requirement of summing to zero was turned off demonstrated almost no difference between
the two models. Nevertheless, in future assessments it would usually be better to turn that
option to a simple set of deviates not a vector constrained to sum to zero.

2.1.3 Use of Prior Likelihoods

In the starter.ss file the prior-likelihoods flag is set to 1 in the basecase. As the manual states
(Methot et al, 2024): “Turning this option on (1) adds the log likelihood contribution from all
prior values for fixed and estimated parameters to the total negative log likelihood. With this
option off (0), the total negative log likelihood will include the log likelihood for priors for
only estimated parameters.”

As the ‘priors for most/all of the fixed parameters seem to have default values, which
sometimes differ from the value used, these will add spurious values to the total likelihood.
While this should not alter the outcome it may decrease the stability of the model and because
these priors are strictly unknown they should either have large PR _SD so they become
uninformative, of have prior expectations equal to the INIT values, or set the ’prior-
likelihoods flag = 0. Note that after fitting a model the ’control ss new’ file, which is a SS3
generated new version of the control file, replaces each of the initial values for the fitted
parameters with its estimated value.

_LO HI'INIT PRIOR PR_SD PR _type PHASE

0.001203030.223-1# NatM_p 1 Fem GP_1

42217.27120.0020-3# L _at Amin Fem_GP_11 500 133.4 138.150.20 -3
# L at Amax Fem GP 1

Having written all of that, when a variant of the basecase was run with the use of the prior
likelihoods turned off (as in 0 # prior_like’ in the starter file), the basecase model converged
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on the same solution. Nevertheless, if informative priors are not in use then having this option
turned on risks destabilizing the model

2.1.4 Forecast Warnings

The forecast file used in the basecase is generating some warnings but these are not important
if management of this depleted species is to move forward with defined/fixed but lower
catches, exemplified by the fixed catch projections as in Figure 35 (Helidoniotis ef al, 2026,
p41). An alternative forecast file which uses more recent input definitions is suggested in an
appendix, although, given the fixed catches predicted in the document this may be redundant.

2.1.5 Retrospective Analysis

In the retrospective analysis, the third peel, where the last three years of data are removed,
appears anomalous (Figure 30; Helidoniotis et al, 2026). It estimates a final biomass up near
0.649B,, which differs greatly from the other 4 peels, which end at about 0.055B,,. The
spawning biomass trajectory also differs markedly from those of the classical ASPM models
(Figure 2.1). If this were due to some oddity in the data then it would be expected to have
persisted in the 4th and 5th peels. This appears to be a model fitting error that the
retrospective analysis function in r4ss cannot handle automatically. Alternative runs with
different starting values may fix this minor issue. A manual retrospective step for the 3rd peel
eventually generated a converged model (after two model fitting cycles) that produced a
time-series of spawning biomass that closely matched that of the base case (see Figure 2.3).

The retro() function in r4ss automates the process of running a retrospective analysis. It does
this by systematically changing a ‘retro’ flag in the starter file, which is designed to ignore
data for however many years are indicated in this flag (-3 implies the last three ears of data
will be ignored). The process is designed to be run solely on the model fitting with no
forecast years. Automation of such processes is to be encouraged as attempting to run these
analyses manually is prone to errors of omission and other mistakes. However, the NSW
kingfish fishery assessment model has a degree of instability induced by the fact that the most
informative data only arise after most of the depletion of the stock has already occurred. This
means that a single run of the solve cycle is often insufficient to find a converged solution.
This has the effect that not all peels in an automated retrospective analysis are equally valid.

For example, the anomalous 3rd peel was repeated manually removing the last three years of
data from the catches, CPUE, and size-composition data (there are no recent ageing data),
and the last two years of recruitment deviates were also removed to avoid attempt to estimate
a recruitment deviate for a year that has yet to occur. That run converged and the spawning
biomass trajectory approximated that seen in the basecase (see Figure 2.3), just like the other
four peels. The retrospective analysis reported in the assessment document used software to
run all five peels automatically. That ensures consistency and repeatability, avoids errors of
omission and is to recommended. However, it can lead to failure within the automation when
a model has a degree of sensitivity to its balance of data and initial parameters (as would
appear to be the case in this fishery).
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Figure 2.3: Comparison of the spawning biomass trajectory for the basecase and thebasecase minus three years of data.
Basecase-3 turns up at the end because it includes some years of projection under zero catches.

2.1.6 Gradients Greater than Target

In many scenarios, including the basecase, the final gradients for all parameters are very
small except for the R, estimate. Even for the basecase the gradient was 0.000686, which is
larger than the target minimum of 0.0001. Nevertheless, the hessian matrix was still solvable
and hence the asymptotic errors could be estimated and the uncertainty inherent in the
analysis can be characterized, at least approximately. In many scenarios, where the gradient
on log(R,) was larger than in the basecase, it was still possible to generate a hessian matrix,
demonstrating convergence. The model does need to converge but a poor gradient on the
log(R,) simply means that the estimated R, value (and associated B, value, given constant
growth and maturity), will be uncertain. This combined with the final low level of depletion
means that the model can be very sensitive to the initial conditions. Tiny changes in the
log(R,) value could lead to the predicted fishery trajectory collapsing in the final years so
the multi-dimensional likelihood surface is quite possibly complex and very steep close to the
optimum. This may be why the model can take a long time very slowly decreasing the
negative log-likelihood as if it were traversing a delicate likelihood ridge. This is a sign that
the informative data (CPUE and size-composition) only start after much of the dynamics and
depletion have been completed, which provides the model with a challenge. There is no way
to get more earlier data so this becomes a matter to be aware of and to make allowance for
(for example in a retrospective analysis).

2.1.7 Starting Date for RecDevs

In the basecase control file, the main recdev estimates begin in 1988 (seen in the basecase
control file). This appeared odd given there are size-composition data available back to 1978,
although these early sample sizes are mostly relatively small. However, trials of setting the
start of the main recdevs earlier than 1988, from 1978 forward, always led to the model
failing to converge. This failure was mainly because of the variance of the 2015 recdev being
too small, which corresponds to the year in which the depletion is lowest in the predicted
dynamics. For example, even in the basecase the lowest predicted depletion occurs in 2014
and 2015 at only 0.043B,). It is therefore reasonable to set the starting date of the main
recruitment deviates to begin once sample sizes become more representative and informative.
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2.1.8 Start Date of The Early RecDevs

In the basecase control file the early recdev_start is = -45, meaning that those early
recruitment deviates will be estimated from 1943. However, there are no data other than
catches from that early in the fishery, so there is little to inform those estimates. It is the case
that there are some limited size-composition data available in 1978 and 1980, but then only
from 1985 for five year, with CPUE only starting in 1998 (see Figure 7, Helidoniotis ef al,
2026, p20). This early data would provide some limited information to inform recruitment
deviates prior to 1988 (see technical issue 7), but not for 45 years. An example scenario was
run using only 12 early recdevs so that early recdev_start =-12. The effect of this was, once
again, minor (Figure 2.4) with a slightly lower B, and minor changes through the fishery up
to 1990. Despite this being only a minor effect, to avoid needless criticism, in future stock
assessments fewer than 45 early recdevs should be estimated.

§4 — B
— BC_ecarly
s
1 o
g s
2 O
w = \
g \ \
£8 e " ; |
s |
a 2 -
& V|
et (a) | / (b)
el . : - ! ol . - . !
1940 1960 1980 000 020 2040 1940 1960 19%0 000 020 040
=
l A
2
§ E=] \
- &
£
» -
£ g | 23
z= | | H
& \\A 1 &<
A
§ w l / | / Z e
A Fa
1 3
) © = (d)
ol . . s — A el . z h )
1940 1960 1980 2000 2020 2040 1940 1960 1980 2000 2020 2040

Figure 2.4: A comparison of the basecase, BC, with a scenario, BC_early, where the only change is to exclude the first 33
early recdevs.

2.1.9 Selectivity Options

The double-normal selectivity curve is highly flexible as can be seen in Figure 11
(Helidoniotis et al, 2026, p23). The key panels relate to the first two fleets as teh recreational
catches are mirrored on fleet 1. The appearance of the selectivity in 1941 - 1990 is unusual in
both fleets 1 and 2, with fleet one abruptly dropping to 0.5 full selectivity at about 50cm, and
fleet 2 doing something simila but up at 100cm.

The model fixes the starting selectivity and the final selectivity values and estimates the other
parameters. The meaning and location of each of the six parameters is illustrated in Figure 10
(Helidoniotis et al, 2026, p23). Parameters 5 and 6 are fixed, while parameters 1 - 4 are
estimated. Experimentally, in fleet 1 (the northern fleet) the parameter values for the
steepness of the descent from the maximum selectivity was relaxed to a value similar to that
in 1991, and fixed, in fleet 2 (the southern fleet) the right hand maximum selectivity value
(parameter 2) was fixed to something resembling 1991 and the descending steepness was
estimated as per normal. This led to selectivity patterns that appeared less unusual

(Figure 2.5).
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Figure 2.5: The double normal selectivity curves for each fleet (fleet 3 mirrors fleet 1) for 1941 - 1990. The top row are
copied from Helidoniotis et al, (2026, p23). The bottom row include the slightly modofied versions.

The effect upon the dynamics was minor (Figure 2.6) and the fit to the CPUE could not be
discerned visually (not shown). The fact that there are barely any differences of significance
between the two is reflection of the odd arrangement of data where much of the dynamics has
occurred before there are any informative data. By the time the earliest size-composition data
are available in 1978, the stock has already been depleted and the size distribution available
to the commercial fleets has already been reduced. such seemingly large differences in
selectivity (as seen in Figure 2.5) would normally be expected to lead to very great
differences in outcome. This is one reason the lack of informative data from 1941 - 1978
leads to uncertianty, but also the lack of data on selectivity from either the fish trap or the
recreational fisheries is a major source of uncertainty.

Of course, there is little to be done about this issue now, but in future assessments a search
for selectivity patterns that are less strange might be a useful direction in which to move.
Although currently, the odd looking results on selectivity do highlight the unusual nature of
the relationship between the dynamics and the available data.
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Figure 2.6: A comparison of the stock dynamics in the basecase (BC) and a scenario with modified slectivity in the 1941 -
1990 period (newBC2).
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2.2 Relativel Minor Issues
The following
P2. Needs a table of contents.

P3. Figure 1. It would be helpful if the figure legend referred to Table 11 when noting “...
across 7 converged model scenarios”

P10. The last paragraph begins with “Figures 4 and 5. However, effort was not ...”, but
exactly why Figs 4 and 5 have been referenced is not immediately clear.

P11. The sentence “An additional third fleet was applied for the recreational fishery.” might
be clearer if it were: “An additional third fleet was characterized to represent the recreational
fishery.”

P12. Last paragraph. After describing how size- and age-at-maturity differ between the sexes,
it would be reasonable to point out that the modelling focusses only on female spawning
biomass. This does not effect the final depletion level because even if male spawning
biomass was included it is assumed to be 50:50 (but this would not be accurate in this case
because of the different maturity ages/sizes?). This is another source of uncertainty because
the sexes are not sampled separately.

P13. lines 225-226 “Stock Synthesis assigns an age of 0 to fish at the time of spawning, and
all fish advance to the next age class on January 1, ...” might be slightly better as “““Stock
Synthesis assigns an age of 0 to the juvenile fish at the time of spawning,”. +

pl4, L 274 The phrase “...methods reported in (Then et al. 2015).” should strictly be
“...methods reported in Then et al. (2015).”

pl6, L 352 states that the catchability parameters are estimated in phase 2. In the basecase
control file they are set as a mixture of phase 1 and 3, Unless the initial values are set closer
to the final estimates it may be best to set the phase to 1 (the time-varying Qs could stay as
phase 2 or 3), but this is not vital it may just slow down the solution.

_Q parms(if_any);Qunits_are In(q) LO HI INIT PRIOR PR_SD PR _type PHASE #
parm_name -15 15-6.748190 1 0 1 # LnQ base north(1)-1515-5.263870103

# LnQ base south(2) timevary Q parameters [L.O HI INIT PRIOR PR_SD PR _type PHASE
# parm_name -15 15-5.0502701 0 3 # LnQ base north(1) BLK2repl 1998 -15 15 -
3.56624 0103 # LnQ base south(2) BLK2repl 1998

pl7, L390 states: “Size at maturity was 83.4 cm FL for females and 47.0 cm FL for males”.
This can be improved by adding, “... but the sexes are not separated in the available data so
only female spawning biomass is considered, as is typical in stock assessments where species
mature at different sizes.”

p22-23. The parameter tables 8 and 9 are somewhat confusing. In Table 8§ the estimated
parameters have their estimated values presented while in table 9 (the double normal
selectivity) only the initial parameter values are presented rather than the estimated values,
this oversight needs correction in the final document.

p24. L483-484 States: “The base-case model achieved convergence with a final gradient of
0.00068611; higher than the criterion of 0.0001 (the default in Stock Synthesis) and the
Hessian was positive definite.” This might be clearer as: “The base-case model achieved
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convergence with a final gradient of 0.00068611; GREATER than the criterion of 0.0001 (the
default in Stock Synthesis) BUT, the Hessian was positive definite so the model converged
on a solution.”

P24. Somewhere in the document, perhaps in Section 4.1 the description of the data, it needs
to be made explicit that there are no available CPUE, size-composition, or age-composition
data for the recreational fishery. Only catches are available. This is a major uncertainty in the
assessment as it becomes necessary to make strong assumptions about selectivity, so it is best
to be explicit.

p25. Figure 15. The legend states that the sample size multiplier was 1.4. The 1.4319 value in
the r4ss output actually refers to the estimated multiplier to be applied to the variance
adjustment (0.0957361) for length-compositions in the Northern fleet to move the spread of
predicted values closer to the observed values. That clause/sentence in the legend should be
removed. Somewhere in this section of the results you need to be explicit that the iterative re-
weighting could only proceed so far before the model became unstable and failed to generate
a Hessian matrix. I pushed the model to match the variances and while it failed to generate a
hessian the outcome barely changed from the outcome of the basecase. That too would be
worthwhile including.

One could also point out in the text, that the quality of the model fits to the individual years
of size-composition data in Figure 14, was directly related to the relative effective sample
size. With early data from 1978 and 1980 being fitted the worst.

P26 figure 17, remove sample size multiplier sentence from legend.

p26. lines 502 - 503. speaks about the fit to the age-composition data. This is more accurately
stated as the “implied” fit, because the model is fitted to the conditional age-at-length. The
legend of Figure 18 might also have an “implied” added before the word “fit’. (but, for future
stock assessments, and whether to use conditional age-at-length or simple ages, see Lee et al,
2019).

p29. L508. The alternative gy, is listed as 0.5283. When the basecase was re-run, the
alternative for the early & Main periods of the assessment was 0.5815, but such differences
can easily occur due to the use of numerical methods. More importantly the value to use
should be for the “Main” period, which is when the main recdevs are estimated. In my run
this was 0.6096, but it suggests that a value of 0.6 might have been better (one only runs a
sensitivity scenario on this, I have done this and it, again makes almost no difference. The
Bzero increases to 2694 instead of 2606, and depletion increases from 5.46 to 5.89; but I see
that I also turned off prior-likelihoods, which might add to the difference). In the next
assessment this scenario could be added.

p30. L534 references Courtney et al 2020, but at https://www.iccat.int/en/pubs  CVSP.html
which is the “Collective Volume OF Scientific Papers, 77 (2020)”, first it is Volume 77 and
not 67, and pages 173-234 do not reference Courtney et al. Despite this, a rmse of 0.3 or 30%
remains an arbitrary value. This RMSE approach used in JABBA-RMSE resembles the
strategy Francis (2011) recommends, which is to fit a loess curve to the CPUE and calculate
the rmse of the residuals between that loess and the observed CPUE and use that value as a
sigma for the fit to the CPUE. Nevertheless, the fits to the CPUE are completely acceptable,
although, as you point out there is no trend to speak of in the south and only a slight rise in
the north, which implies there is little in that data to indicate the stock biomass has changed
much since maybe 2000.
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p32. Figure 26, the Jitter results. Out of 25 jitters how many were plotted and how many
exceeded the acceptable range of Likelihoods? How many managed to generate a Hessian?
This information could be added if available.

P32 Section 4.7.4 Likelihood profiles The first sentence might be replaced by something like
this:

The available data combined with the model were able to characterize the likelihood profile

for the R parameter but not for the steepness (h) or natural mortality (M) (Figures 27, 28,
and 29).

Home Tab, r4ss output: Having turned off the prior_like option so that only the priors from
estimated parameters that have a defined prior are included in the total likelihood, the Home
Tab of the r4ss output includes a warning: “Setting in starter does not request all priors, and 2
parameters have priors and are not estimated, so their prior not included in obj fun.” This is
not serious, although, on the basis of removing all warnings if possible, this can be removed
by setting the PR _type value for the natural mortality values in the control file to zero instead
of the value 3 as current:

# growth parms# LO HI INIT PRIOR PR _SD PR type PHASE ... 0.00120.30.30.220 -
1...# NatM p 1 Fem GP 1
.+ 5,0.00120.3030220-1...# NatM p 1 Mal GP 1

Including informative priors without an explanation of the source would be poor practice, but
only if the orior_likelihoods are included.

p35.4.7.6 ASPM

It is mentioned that the ASPM outcome differed from a model where the size-composition
data was literally removed from the data file. But it is not mentioned which parameters were
estimated. Was it just the RO and catchabilities, as when doing the ASPM with the other
parameters set at the integrated model basecase optimum, or what was done. See the
expansion on this in the technical issues section. Again, this is something for the future.

p37. Figure 32’s legend speaks of “6 converged plausible model scenarios”, but Table 11 lists
seven, as does the legend of Figure 1.
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3. The Appendices

3.1 Introduction

The appendices now form an important component of the stock assessment and contain many
details describing the fishery, its stock assessment, and its management. Given that a useful
stock assessment is reliant on having an understanding of both the biology, dynamics, and
previous management of the fishery this material has great importance and will constitute a
valuable resource for future stock assessments

3.2 The Different Components

The appendices now include a detailed description of all previous status reports and stock
assessments, which sets the scene and describes the management history of the NSW kingfish
fishery, along with how the geographical/spatial distribution of catches has changed through
time, its logbook program and catches by fishing method.

Figure 52, (Helidoniotis et al, 2026, p 72), which illustrates the size-composition samples
taken in the north and south parts of the fishery, is particularly interesting and emphasizes
that the differences between the regions entails more than simply the catches and the CPUE.
The fleet dynamics of the kingfish fishery is clearly complex and perhaps further explorations
should be considered in future work.

Unusually, there is a consideration of the proportion of other species taken when fishing for
kingfish and there is even a consideration of the potential influence of market price on
targeting practices. The description of movement is important in the defence of using a ouble-
normal selectivity curve (which implies that not all the larger fish are available to the
fishery). The summary of biological information includes a table of growth parameters from
around Australia and elsewhere in the world where kingfish occur. The range of growth
estimates is remarkable and highlights the importance of this productivity characteristic for
the sustainability of any fishery. The details concerning maturity, spawning and the range of
estimates of natural mortality are also of great importance, although it is assumed that Table
18 on page 85 was produced much earlier than Table 5 on page 14, which describes the basis
for choosing the natural mortality value selected for use in the stock assessment.Given the
amount of extra work that has gone into producing this final assessment document, forgetting
to update this earlier table is not surprising.

Including the CPUE standardization analysis as an included appendix is also a positive move
making it simpler to determine what was done to produce the data that were used in the
assessment. Such transparency should enhance confidence in the stock assessment. It is noted
that, as Figure 77, on page 105, illustrates, much of the influence of many of the factors
considered in the CPUE analysis, which being statistically signifiant, only generated
noticeable changes to the CPUE trend in the years 2010 - 2012, with other changes being
slight.
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5. Terms of Reference

Review of NSW Yellowtail Kingfish stock assessment

These terms of reference are derived from the original ToR used for the initial technical
review of the first stage of the stock assessment development, with two of the more technical
terms removed after having been addressed.

Review the robustness of the NSW Yellowtail Kingfish stock assessment, and its suitability
to inform a NSW specific harvest strategy that is based on estimates of spawning biomass,
depletion and their projections under fixed and variable levels of catch. In particular:

1.Review the adequacy of the data, model assumptions, and the Stock Synthesis input
files, to achieve the objectives of the stock assessment.

2.Review and comment on the model diagnostics.

3.Comment on the sensitivity tests and alternative model scenarios and whether they
adequately capture uncertainty.

4.Provide recommendations for future stock assessments for Kingfish in NSW, including
consideration of spatial structure and the potential for new data sources.

A formal written report of the findings of the review is to be provided to a nominated person
from NSW DPIRD. The written review and review author identification may be released and
made publicly available.
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6. Alternative Forecast File

#C file created using an r4ss function

#C file write time: 2026-06-11 16:13:03

1 # benchmarks calculate FSPR, FBTARGET, and FMSY;

3 # MSY FBTARGET as proxy or F0.10;

0.4 # SPRtarget

0.4 # Btarget

# Bmark years: beg bio, end bio, beg_selex, end_selex, beg relF, end relF, ...
0000000000

1 # Bmark relF Basis

3 # Forecast

20 # Nforecastyrs

1# F scalar

# Fcast years: beg_selex, end_selex, beg relF, end relF, beg recruits, end recruits ...
-12345

10 1 0 0 # selectivity

11100#rel F

12 1 0 0 # recruitment

-9999000

2 # ControlRuleMethod F = function of SSB

0.4 #controlrule inflection

0.2 # BfornoF Control rule cutoff

1.0 # Flimitfraction Control rule target as fraction of Flimit US BUffer
3 # N_forecast loops

3 # First forecast loop with stochastic recruitment

1 # fcast rec_option 1 = value * SR curve

1 # fcast rec_val scalar/multiplier value applied to SR curve

0 # not used but needed

2025 # FirstYear for caps and allocations

0 # stddev_of implenetaiton error

0# Do West Coast gfish rebuilder output

2001 # Ydecl

2017 # Yinit

1 # fleet relative F

# Note that fleet allocation is used directly as average F if Do_Forecast=4
2 # basis_for fcast catch tuning

# enter list of fleet number and max for fleets end with fleet=-9999
-9999 -1

# enter list of area ID and max annual catch; terminate with area=-9999
-9999 -1

# enter list of fleet number and allocation group assignment, if any; terminate with fleet=-
9999

-9999 -1

2 # InputBasis

-9999000

#

999 # verify end of input

25
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